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ABSTRACT 
Existing commercial and research event-based middleware are limited in their ability to evolve in order to support 
the requirements of novel applications. As a result, new infrastructures are being proposed to attend to widening 
scope and changing demands. In this paper, we define the concept of versatility generally and survey existing 
approaches that can be used to develop and preserve versatility in middleware. We discuss our research in 
designing, implementing, and preserving versatility in event-based middleware using YANCEES, a versatile event 
notification service being developed at UC Irvine. The design of the system is briefly presented and the lessons 
learned discussed. 
 
INTRODUCTION 

According to the Cambridge Advanced Learner’s Dictionary, versatility is the ability “ to change easily from one 
activity to another”  or to be “able to be used for many different purposes.”  In the context of software engineering, 
versatility can be defined as the ability of a computational system to serve multiple purposes or to accommodate the 
requirements of different use situations. In this article, we describe current technologies and approaches for 
providing versatility to software infrastructures. Specifically, we discuss our experiences providing and maintaining 
versatility in event-based publish/subscribe middleware, including a case study of a more general approach we have 
been developing.  

Middleware refers to the software layer between applications and the network protocols and supports software 
engineers in developing distributed applications. Historically, middleware has been used to address issues related to 
heterogeneity, communication, and distribution of components, relieving software engineers of the burden of 
solving low-level, network issues, such as concurrency control, transaction management, distributed object location, 
and communication, among others. Thus, middleware allows software engineers to focus on the actual application 
requirements [1]. Because of these advantages, middleware has become very popular. In fact, in recent years, 
standardized solutions such as OMG CORBA (Common Object Request Broker Architecture)[2] and SUN JMS 
(Java Message Service) [3] along with their many implementations have been used in the development of a large 
spectrum of applications. While CORBA is a distributed implementation of the remote method invocation paradigm, 
JMS and their implementations are examples of message-oriented middleware (MOM), which integrate components 
in a distributed system through the exchange of asynchronous messages. 

Our team at the University of California Institute for Software Research has been researching the design and 
development of collaborative software engineering environments, which generally require the integration and 
coordination of different components such as editors, document repositories, awareness tools, and application 
monitors, among others. In such environments, the use of the distributed publish/subscribe architectural style copes 
with the scalability, dynamism, and loose coupling requirements and allows the integration of the heterogeneous 
components. The distributed publish/subscribe architectural style is usually implemented through notification 
services (or servers). Notification services mediate the communication between event sources (information 
producers) and their interested parties (information consumers). As depicted in Figure 1, event producers publish 
information in the form of events. Event consumers express interest in subsets of events using subscriptions, which 
generally are logical expressions specifying the content and order of events. Notification services ensure the events 
of interest are passed, as notifications, to the appropriate event consumers, which usually happens just after the event 
is published in the system. For example, in the support for buddy lists in instant message tools, users define buddy 
lists, that represent implicit subscriptions to the presence of those users in the network. Whenever a user logs in, an 
event is produced and sent to the notification service. A notification is then sent to all the online users that have that 
user in their buddy lists, providing the necessary presence awareness. 
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Figure 1 Basic components in a distr ibuted publish/subscr ibe system. 

When surveying the existing standards and infrastructures for implementing publish/subscribe architectures, we 
did not find a single solution that simultaneously provided all the services required in our research. We required a 
group communication infrastructure and a loosely coupled integration mechanism that could support and integrate 
application components in various domains, including groupware, awareness, software and user monitoring, and 
testing. We encountered various limitations. Content-based infrastructures such as Siena [4] did not support event 
delivery policies such as pull, nor some event services, such as persistency, demanded by awareness applications 
[5]. The CORBA notification service (CORBA-NS), although it supported many needed features, such as 
persistency of events and pull delivery mechanisms, did not have support for information source discovery, as 
CASSIUS [6], for example, which is an important feature for group awareness. Standardized message oriented 
middleware, such as JMS implementations, did not provide high-level event processing, such as sequence detection 
and event correlation, demanded by user monitoring tools. In fact the existence of so many different commercial and 
research publish/subscribe infrastructures confirmed our observation that in spite of the availability of standardized 
solutions such as CORBA-NS or JMS, new notification servers continue to be developed to address the needs of 
novel applications such as Internet-scale event routing, mobile applications, inter-process communication, 
groupware and others.  

The proliferation of specialized solutions reveals limitations on the way publish/subscribe architectures are 
designed and implemented. First and foremost, the publish/subscribe paradigm appears seductively simple. A basic 
service can be programmed quickly before the complexities of the application it serves reveal themselves. Then, 
when complexities manifest, they require significant extensions already implemented in existing, sophisticated 
infrastructures. A second deterrent is that current publish/subscribe infrastructures are not designed to be extensible, 
which hinders the addition or customization of new application services. For instance, CORBA-NS does not support 
advanced event correlation primitives such as rules and abstraction. Such an addition would require changing the 
publish/subscribe service source code or even aspects of the client application. Third, with rare exceptions such as 
the READY [7] (a CORBA compliant notification service), current solutions are not configurable with respect to the 
place where event processing happens in a distributed setting. For instance, some applications such as software 
monitoring [8], require the execution of event processing on the application side where the events are collected, 
whereas applications running on mobile devices may need a restricted set of services and components. Finally, with 
the exception of a few research prototypes, none of existing event-based middleware approaches support the 
selection and customization of features that the middleware should provide. 

DEFINING VERSATILITY 
In light of the above discussion, we proceeded to research ways of providing and maintaining good software 

engineering qualities. We adopted the term versatility in order to embrace an extensive set of qualities. Moreover, 
we sought a new term that could imply that that these qualities applied not only to technical needs but to the varying 
needs of human stakeholders and application workplace settings. Hence, from a software engineering perspective, 
and more specifically in the context of middleware and publish/subscribe architectures, versatility comprises the 
following requirements. 
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Extensibility and programmability is the ability to augment middleware with new functionality. The most 
common way to extend or provide new functionality to a publish/subscribe infrastructure is to directly change its 
source code (which was not written for being extensible) or to build in the required features as part of the client 
application. Aside from being cumbersome, this approach usually incurs extra delays in the overall application 
development. More importantly, the lack of extension mechanisms usually results in ad-hoc extensions that cause 
architectural drifting and non-interoperable solutions.  

Functional Configurability is the ability to combine and select different functionality corresponding to different 
application needs or heterogeneous hardware and software constraints. Note also that some interdependence may 
exist between the functionalities provided. For example, in order to support pull event delivery, a notification service 
usually needs to provide notification persistency. Being able to represent functional dependencies is also important 
in fostering reuse of existing solutions. It also helps in reducing the service footprint, customizing and optimizing it 
to the specific needs of the distributed applications. 

Distr ibution Configurability defines the selection of the place to perform event processing, whether in the 
publisher (producer), the event router (notification service), or in the subscriber (consumer). This requirement is 
especially important, for instance, in the context of mobile applications, which may not be continuously in contact 
with a central server; or for monitoring tools where part of the processing is performed in the event producers [8], a 
way to minimize network traffic and preventing server overload. 

Reuse supports common requirements by referring to existing designs and implementations of services and 
components. Examples of the most common reusable features in publish/subscribe infrastructures are content-based 
routing, event representation, and push or pull notification models and mechanisms. More advanced, though also 
commonly required features include event correlation, abstraction and persistency, among others. 

Usability refers to the ease with which software engineers apply an infrastructure as well as the usefulness of that 
infrastructure’s functionality. It also refers to the ease and functionality the infrastructure provides end users with in 
interactive applications. For instance, usability applies to the experience software engineers have defining new 
subscription languages and extensions as well as the experience end users have with editing and changing specific 
subscriptions, possibly through graphical user interfaces. 

Besides the above qualities of versatility, publish/subscribe infrastructures need to support the essential 
middleware requirements of scalability, interoperability, heterogeneity, network communication and coordination 
[1]. Moreover, the versatility qualities presented above must not interfere with those essential requirements. In our 
work, we are especially interested in two of those requirements: 

Interoperability is the ability to integrate heterogeneous services. Because different event notification 
infrastructures are used to support heterogeneous application domains, interoperability is an issue. For instance, in a 
large organization, different subscription, notification, and protocol requirements need to coexist and inter-operate. 
The lack of interoperable formats in current notification servers forces the use of different services by different 
applications. As a consequence, the integration of these services may become a non-trivial task. 

Scalability is the ability to support design and implementation choices required to cope with issues of magnitude, 
issues of quantity and size. For instance, scale may refer to the number of nodes in a distributed system or to the size 
and capability of hardware devices. Internet-scale notification services must deal with different timing, quality of 
service, delays, and other issues that are a consequence of the large number of publishers and subscribers of the 
system [9]. Scalability also requires integration and execution on different hardware platforms such as mobile 
devices, desktop computers and rack mounted systems (servers).  

COMMON BUT LIMITED APPROACHES TO VERSATILITY  
Versatility is not usually designed into or implemented in current publish/subscribe infrastructures. As a result, 

many workarounds are employed. Most commonly, missing features are added into the middleware by application 
programmers or accommodation is made in the application itself. In this situation, long-term maintenance is not 
always the highest priority. Consequently, maintenance and further evolution come at a high cost. Below are some 
approaches to middleware for publish/subscribe architectures that are common, but in a sense sidestep the issue of 
versatility. 

One-size-fits-all  
The most obvious approach to provide versatility is to implement the most comprehensive set of features 

imaginable. This strategy is adopted by standard implementations such as CORBA-NS and their extensions, such as 
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READY. The CORBA-NS, for example, is an extension to the CORBA event service (CORBA-ES) [10] that allows 
the definition and management of different event channels between CORBA distributed objects. Events can be typed 
or un-typed, persistent or non-persistent. The subscription language permits the definition of event sequence 
detection expressions with content-based filtering. The event delivery and observation can be performed using pull 
or push approaches. Secure channels can be established between publishers and subscribers; and scalability is 
addressed using federation of servers. Some implementations also provide event persistency. This approach, even 
though effective suffers from two fundamental problems: (1) the implementation cannot be easily extended to 
support new features (consider mobility, for example which requires support for publishers and subscribers 
temporary disconnection and migration); (2) nor the set of functionality provided by the service can be reduced to 
accommodate resource-constrained devices, such as PDAs or embedded systems. 

Application-specific infrastructures 
Another commonly used approach has been to develop application specific infrastructures, providing the 

characteristics demanded by each application domain. For example, CASSIUS [6], an awareness-centric notification 
service, was specifically designed with services to support those kinds of applications, providing event source 
hierarchy representation and discovery; graphical subscriptions, as well as event persistency and notifications 
summarization. This approach, however, still suffers from the same extensibility and configurability problems of 
one-size fits all solutions, even though they are better fit to the applications they serve. An undesired side effect of 
the adoption of many application-specific implementations is their lack of interoperability: different applications use 
different event and subscription representations that not necessarily communicate with each another. 

Minimal core 
Due to the Internet-scale requirements of current applications, content-based systems such as Siena [4] and Elvin 

[11] have became popular in the academia and industry. Content-based networks [12] allow the event routing 
through the federation of servers and a smart schema of subscription covering, which allows them to scale to 
Internet proportions . Also, by supporting event content-based filtering, they provide a very flexible subscription 
model, based on a generic event representation. Scalability, however, limits the subscription language 
expressiveness [9]. As the two approaches above, their lack of design for extensibility and reuse makes their 
functional extension and customization process a challenging task. Not having been designed with extensibility in 
mind, the addition of services such as event persistency, pull notification policy and mobile applications support 
protocols, for example, remains as sets of features to be implemented by the application developers [5]. 

ADVANCED APPROACHES TO VERSATILITY 
In the last several years, advanced techniques and approaches have been developed which enable the development 

of middleware infrastructures with varying degrees of versatility. Those systems rely on the widespread adoption of 
object-oriented techniques and approaches such as object-oriented frameworks and design patterns, as well as 
relatively new approaches such as computational reflection, aspect-oriented programming and component-based 
software architectures. In this section, we briefly discuss these approaches, their benefits and limitations, and some 
examples on how can they be applied to design and implement more versatile middleware.  

Software patterns and frameworks 
Software Frameworks are skeletal groups of software modules that can be tailored for building domain-specific 

applications. They provide reuse in the form of pre-programmed logic and adaptation points. They are usually 
implemented in object-oriented languages, being described in terms of concrete and abstract classes, which together 
specify the way instances of those classes collaborate [13]. As studied by Roberts and Johnson, the use of 
frameworks can reduce the cost of developing an application by an order of magnitude since it promotes the reuse of 
both design and code. Moreover, they have been adopted in a large set of applications and, for being built upon 
existing object-oriented programming languages and techniques, they do not require new technology [14].  

Recently, frameworks have been used in the development of configurable middleware, as the example of the 
TAO ORB [15] and the Jakarta Tomcat and the Apache web server. The TAO ORB implements a CORBA ORB as 
an extensible framework. The system is modeled in terms of its basic components, allowing the static configuration 
of services and the runtime change of its strategic components. TAO can be configured to cope with different real-
time constraints of applications by selecting the appropriate implementation of each component of the ORB. It also 
allows the definition of configurations where only necessary components are present, which addresses small 
footprint requirements of mobile devices or special real-time constraints. In another example, the Apache web uses a 
pluggable architecture where modules providing different functionality can be added. These modules or plug-ins can 
be installed with the help of hooks and an internal API, over the different stages (request reception, request 
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translation, authentication, resource handling (using MIME types), response generation, logging, response) of the 
internal dataflow-based architecture of the HTTP server. Apache supports plug-ins and extensions that can handle 
different protocols such as WEBDAV and SSL, and externally-invoked applications such as CGI scripts.  

Reflexive middleware 
Computational reflection has been employed in designing configurable and open middleware. An example is 

Open ORB [16]. A reflective system is one that is capable of reasoning about itself. This implies that the system has 
some representation of itself in terms of its runtime programming structures. Reflection also provides access to the 
basic execution mechanisms of the system. Through the Meta Object Protocol (MOP), programs can intercept and 
adapt the middleware execution environment, including behavior such as message arrival, marshaling and un-
marshaling of messages, thread creation and so on. Reflection is a powerful mechanism that allows the fine-grained 
extension of applications. However, it has some potential performance and integrity problems. Reflection itself does 
not impose restrictions on when and how to extend the system, every point in an application is a potential extension 
point. Hence it must be supplemented by architectural restrictions in the system and usually require the deep 
knowledge of the middleware internals. 

Aspect-or iented approaches 
Aspect-oriented programming (AOP) [17] tems from the observation that in the development of applications, 

separate concerns such as security, logging, persistency and other “ ilities”  are hard to modularize. In programming 
paradigms such as object-oriented and functional programming, different, “cross-cutting”  concerns are entangled in 
code across many modules. AOP aims to solve this problem by allowing the separation of individual concerns in 
different implementations (or aspects). Aspects are defined in an aspect language and are then interwoven in an 
application with the help of special compilers. AspectJ [18] for example, is an aspect weaver (or compiler) that 
allows the definition and weaving of aspects in Java programs.  

AOP has been used to model and provide “ ilities”  to middleware. Filman et al. [19], for example, demonstrated 
how to extend ORBs with non-functional requirements such as security and fault-tolerance using communication 
interceptors (or filters). In more recent work, Zhang and Jacobsen [20] showed how to extract, model and implement 
the different functionalities of an ORB as AOP cross-cutting concerns. Such separation allows the further rebuilding 
of an ORB with a custom set of such concerns. FACET [21] is an extensible and configurable implementation of the 
CORBA Event Service that was initially designed to allow the customization of this service to address the strict 
footprint and real time requirements demanded by embedded systems. In FACET, features are modeled as aspects 
that are weaved around a bare-bones implementation of the CORBA-ES standard.  

ARCHITECTURAL APPROACHES BEYOND MIDDLEWARE 
Instead of relying on middleware services alone, compositional approaches are being developed that achieve 

some of the versatility qualities through the combination of different components in a distributed system. They rely 
on additional services and tools and are far from standardized at this moment. 

Model-dr iven architectures 
OMG promotes the use of Model Driven Architectures (MDA) as a way to decouple the application specification 

from its particular implementation on different middleware platforms. The approach maps platform independent 
models defined in UML to middleware-specific implementations. The idea is to better isolate the application 
specification from the specifics of different middleware, improving portability. The mapping from independent 
specification to middleware is automated, and performed with the help of platform-specific models.  

Service-or iented architectures 
Service-oriented architectures (SOA) [22] are used to implement complex applications by the integration of 

distributed services. A service is an application externalized through standardized programmatic interfaces, a façade 
in the design patterns jargon [23], or a component in a software architecture point of view. Services hide the 
implementation of more complex systems behind well defined interfaces, which should be operated according to a 
richer semantic protocol. Hence, service-oriented approaches are not middleware extensibility approaches, but a 
composition and integration strategy that combines distributed applications. For such, they use standardized 
protocols, such as XML-RPC, SOAP, ODBC, and JMS, usually implemented using application servers such as 
JBoss, IBM Webspheare and other EJB (Enterprise Java Beans) [24] application containers.  

PROVIDING AND MAINTAINING VERSATILITY 
The approaches discussed above provide mechanisms that ease the selection and implementation of different 

aspects of versatility. However, simply the use of such approaches is still not sufficient to provide and maintain 
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versatility. As with any software approach, developers must use the available technology and techniques in the 
context of each application domain and provide a usable adaptation interface. Specifically, the design of a versatile 
software system must follow those generalized steps: 

1. Initial Design / Domain analysis and understanding. The basic model underlying the application must be 
first understood. For example, the generalized support provided by publish/subscribe middleware consists 
of event creation, publication, routing (subscriptions), notification and delivery. Additionally, application-
specific protocols need to be identified to handle different interactions or services. 

2. Refinement of the design. Once the basic model is understood, developers need to identify the many 
functional and non-functional requirements that the infrastructure must provide. Those concerns may be 
implemented in one or more of these design dimensions (some use the terms, “vertical”  and “horizontal”  
with dimensions). These define the general middleware process. For example, subscription-related 
functions such as event sequence detection, content-based filtering and routing are functional (or vertical) 
requirements associated to the subscription dimension alone; whereas concerns such as security, fault 
tolerance and reliability are “cross-cutting”  (or horizontal) concerns that spam different dimensions of this 
model. 

3. The selection of the extensibility mechanism based on the problem domain character istic. Using 
Jackson’s terminology, once the problem is framed [25], developers must select the proper approach and 
technology. For example, if the middleware must support extensive variability of crosscutting concerns, 
approaches as AOP or computational reflection may be more appropriate. On the other hand, applications 
that require extensive variability in the middleware functional requirements, may adopt an object-oriented 
framework approach. Intermediate solutions may require the combination of two or more approaches. 

4. Building the software along the identified extensibility dimensions. Finally, once identified the 
extensibility dimensions and their variability, developers should define principled rules, constraints, and 
extension and configuration mechanisms in order to allow software developers first, to understand, and 
then to adapt the infrastructure to the different applications.  

YANCEES, A CASE STUDY 
Based on the main steps described above, we implemented YANCEES notification service [26]. YANCEES is a 

versatile publish/subscribe infrastructure based on the idea of plug-ins and extensible languages. As such, we 
developed an object-oriented framework, described below. 

Initial Design / Domain analysis and understanding. Rosemblum and Wolf described the main design 
dimensions of a publish/subscribe system in the form of a design framework [27]. In their framework, the object 
model describes the components that receive notifications (subscribers) and generate events (publishers). The event 
model describes the representation and characteristics of the events; the notification model is concerned with the 
way the events are delivered to the subscribers; the observation model describes the mechanisms used to express 
interest in occurrences of events; the timing model is concerned with the casual and temporal relations between the 
events; the resource model defines where, in the distributed system architecture, the observation and notification 
computations are located, as well as how they are allocated and accounted; finally, the naming model is concerned 
with the location of objects, events, and subscriptions in the system.  

Even though very complete in terms of the design of pure pub/sub systems, this framework does not address the 
new services a publish/subscribe system must support. In order to capture these new services, we introduce a new 
design model, the protocol. The protocol model captures all the different interactions with the publish/subscribe 
system that are not the common publishing and subscription of events. For example, the protocol model may be used 
to support mobility, providing roaming primitives (move-in, move-out), can complement the push delivery 
mechanism allowing the collection of events stored in the server (collect events), can be used to express 
synchronization and communication messages used to federate different notification servers, and so on.  

Finally, this framework does not account for the need for versatility. Hence, a versatility dimension that captures 
the mechanisms and approaches used to configure, extend and program the notification service features was also 
added to this model. 

On the analysis of the problem, it is important to balance the Scope, Commonality and Variability (SCV) of the 
design as proposed by Coplien et. al. [28]. The idea is to identify the scope of the problem, in this case, 
publish/subscribe middleware and its basic requirements, model commonalities as the basic framework on top of 
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which the variability is defined, and identify the variability dimensions to consider. In our case, our extended design 
framework provides the basic commonality dimensions whereas plug-ins and languages provide the variability. 

Design refinement. In a publish/subscribe system, the functional requirements (vertical concerns) are mainly 
related to the subscription and notification models. They specify different ways of correlating and delivering events. 
One key characteristic in the publish/subscribe paradigm, however, is the asymmetry of publishers and subscribers 
of information. Both publishers and subscribers may provide events and subscribe to this information in different 
ways. For such characteristic, the interaction with the system is asymmetric: whereas clients publish events using the 
service programmatic API bound to a specific programming language, subscriptions are expressed as logical 
expressions in the service specific subscription language. In other words, whereas events are usually represented as 
data structures in a target programming language (tuple records or hash tables, for example), subscriptions are 
defined in a different language, using regular expressions, sequence detection keywords and so on. This important 
characteristic represents a challenging point in providing versatility to publish/subscribe systems: the functional 
variability and the extensions to the notification, subscription, event and protocol models need to be defined by both: 
language extensions and the functionality implementation. In fact, this separation of languages and their 
implementation over the pub/sub design dimensions is a key contribution of YANCEES. 

Horizontal concerns such as security, scalability, fault tolerance and other “ ilities”  are usually handled by 
applying policies and constraints in the way the notification servers are composed, events are represented and 
subscriptions are preformed, hence they spam different models in our design.  

Selection of the extensibility mechanism. For the implementation of YANCEES, we chose to provide an object-
oriented framework implementation where new functionality can be provided in each one of the publish/subscribe 
models. Those features are represented in the form of plug-ins and language extensions.  

Building the software along the identified extensibility dimensions. An extension is implemented by the 
combined use of plug-ins and languages, installed along the basic publish/subscribe activities. In order to illustrate 
the role of plug-ins, languages and the design models, we briefly sketch the main YANCEES concerns in Figure 2 as 
follows. A detailed description of the system is provided in [26].  
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Figure 2 The generalized publish/subscr ibe process, the main YANCEES extensibility dimensions and their  approach 
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As shown in Figure 2, YANCEES decomposes the notification service in main stages (purple boxes), each one 
performing a main function in the process of publishing, routing, notifying and delivering events from their 
producers to interested consumers. Along these main steps, plug-ins and filters can be installed. The combination 
and activation of those plug-ins is performed at runtime, following the syntax of the user-provided subscriptions, 
and notification languages, which can include event filtering expressions, event composition and correlation, as well 
as notification policies and other user-defined extensions. In other words, plug-ins are dynamically composed 
following a process trellis architectural style [29] that mimics the subscription and notification languages structure.  

Besides plug-ins and filters, YANCEES also allows the specialization and implementation of custom event 
dispatchers that implement specialized routing algorithms, and services, that provide common models and features, 
that are shared by all plug-ins. These internal components are combined in configurations, defined in XML files, 
used to bootstrap the framework. YANCEES also allows the dynamic configuration/installation of plug-ins, which 
facilitates the upgrade and evolution of the whole service. 

With YANCEES, developers can specify configurations (sets of interdependent plug-ins), that together compose 
the functionality required by different applications. Plug-ins can be added to both client and server sides, which 
increases the model flexibility. Plug-ins are also dynamically allocated, on a per-subscription basis. Since 
subscriptions are recurring expressions on the content, order, timing and so on, plug-ins are usually combined to 
accommodate these complex expressions, thus promoting reuse and separation of concerns. Moreover, the 
publish/subscribe core can be replaced by existing event-based services such as Siena, Elvin, CORBA-NS or JMS, 
which copes with interoperability.  

We summarize the main features of YANCEES and how it provides the versatility qualities previously presented, 
in Table 1 as follows.  

Table 1 Summary of requirements and how they are addressed in our  approach 

Property Approach 
Extensibility Achieved by the combination of extensible subscription, notification and protocol languages defined in XML and the 

implementation of those extensions by means of plug-ins 
Use of input/output filters and internal services; 

Functional 
configurability 

Supported by the ability to define different configurations: sets of plug-ins, filters, services and dispatcher components; 
Together with the ability to dynamically update or install new components. 

Distribution 
configurability 

Ability to specify client-side (publisher and subscriber) or server-side plug-ins, filters and services, distributing the event 
processing; 

Reuse Extensions are defined in an incremental way with plug-ins implementing specific language extensions; 
Existing plug-ins are dynamically composed, as they get used in logical subscription expressions 
Existing notification services such as CORBA and Siena can be wrapped and used as the core publish/subscribe 
service 

Usability Use of object-oriented frameworks which specify specific extension points, hiding internal program details, and provide 
standardized interfaces 
Extensible languages based on XML and extended by XML-Schema which can be parsed and integrated in GUI tools; 

Interoperability Allows the use of different simultaneous publish/subscribe cores, bridging heterogeneous notification services; 
YANCEES can be used as an abstraction layer on top of existing notification servers, allowing standard interaction with 
heterogeneous services, hiding different middleware idiosyncrasies from end users. 

Scalability The ability to use existing solutions such as Elvin and Siena, which are designed for scale, allows the reuse and 
incorporation of scalability in our model. 
Protocols can be implemented to distribute and integrate different YANCEES instances in a federated way. 

 

EXPERIENCES AND LESSONS LEARNED 
As observed by Michael Jacskson [25], the engineering of software is the act of building machines. In the 

beginning of computer history, software was a way to provide versatility to hardware. Similarly, what we propose 
here is to build a machine, a framework out of domain analysis, where our “software”  in the form can be used to 
provide the variability and adaptability necessary to solve the application domain problem. In summary, we build an 
open implementation in the form of a generic publish/subscribe machine on top of which our extensions can be 
provided. The approach used to implement this framework was that of plug-ins and extensible languages. 

In the design of YANCEES, we opted to mainly use a framework-based approach where plug-ins can be added. 
Although this approach requires some extra effort in order to model a generic publish/subscribe system with its 
many extension points; to the developers’  point of view, it represents a more natural and easy to learn approach. 
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Foremost, plug-ins make it easy for developers to customize and understand the software. They leverage separation 
of concerns, providing reuse (plug-ins can depend on one another) and customization. Moreover, the representation 
of the model in the form of a framework provides a principled (as opposed to ad-hoc) approach to manage the 
extensibility, configurability and evolution of the infrastructure, which is a key point in maintaining the versatility 
properties of the overall system. Finally, frameworks also hide internal application details, allowing their extenders 
to concentrate in extending the system to their particular needs with no need to understand the implementation 
details of the whole infrastructure.  

A distinct contribution of YANCEES is the separation between implementation and languages. In other words, a 
publish/subscribe system needs to cope with two complementary concerns: a programmatic model, which deals with 
the extension of functionality based on source code (plug-ins in YANCEES); and a language model, which deals 
with the event, subscription and notification languages representation. These two models need to be consistent with 
one another. This separation has two advantages: it allows the consistent allocation of plug-ins, obeying the 
language syntax, and improves the reuse of components, allowing plug-ins to depend on one another, being 
combined in complex subscription and notification expressions. Moreover, to the point of view of the software 
engineer, the language allows the parsing and validation of the subscription commands, preventing inconsistencies. 
The separation between language and implementation also allows the dynamic installation and upgrade of plug-ins, 
at runtime.  

Usability is another key issue in maintaining versatility. Even though many approaches exist to extend and adapt 
software infrastructures, the choice of more usable and understandable approaches such as framework-based may 
considerably improve the overall maintainability of the system by the simple fact that it is closer to the everyday 
vocabulary of the programmers. The easier a code is to understand and extend, the easier it can preserve the 
versatility qualities provided by the approach. 

No approach, however, can prevent developers from misusing it, e.g., by providing inefficient or incompatible 
extensions. Those issues are more critical in less principled approaches such as AOP and Reflection. A common 
way to tackle this problem is the use of plug-in dependency checking, software benchmarking and automated tools 
that hide these issues from end users. YANCEES minimizes those problems by syntactically parsing subscriptions 
and events, and by performing plug-in dependency checking when the server is started. 

An ever present concern is performance. However, experiments with our prototype shows that the versatility 
achieved with the use of extensible languages and plug-ins provides only a slight degradation in performance 
compared to some monolithic approaches. Depending on overall application requirements, the performance drop is 
compensated by the versatility obtained. More details including performance are published elsewhere [26]. 

If on the one hand, middleware needs to be transparent and hide the networking and communication details from 
the application developers, on the other hand, the increasing diversity of applications and their fast evolution has 
created a need for ways of adapting, extending and configuring middleware. As a consequence, it is essential to 
provide versatile middleware implementations that can accommodate those new requirements, allowing the 
evolution of middleware without loosing its properties. 
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